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NOTES ON THE RELATIONAL DATA MODEL / Y. UCKAN

In the RELATIONAL model of data, a file is viewed as a two-dimensional table of a fixed number of columns, and any number of distinct rows.

Example:
STUDENTS-COURSES SAMPLE DATABASE


STUDENTS

idno
first_name
last_name
sex
major
minor
stu-year


========================================================


100
john

carlos

m
csa
bus
2


200
kevin

douglas

m
csa
phy
2


300
janette

black

f
csa
-
1


400
kelly

kaufman
f
csa
mth
3


500
jerry

tripp

m
csa
mth
4


600
lisa

johnson

f
csa
-
2


COURSES


course_no
course_name


hours
prerequisite


=====================================================


csa163

intr. to comp. systems

3
-


csa174

fundamentals of programming
3
csa163


csa274

data structures


3
csa174


csa385

database systems

3
csa274


csa485

advanced database systems
3
csa385


COURSES_TAKEN


student_no
course_no
year
semester
grade


================================================


100

csa163

94
fall

A-


100

csa174

95
spring

A


100

csa274

95
fall

B+


200

csa163

94
fall

C+


200

csa174

95
spring

B


300

csa163

95
spring

A


400

csa163

92
fall

F


400

csa163

93
spring

B


400

csa174

93
summer

B-


400

csa274

93
fall

B


400

csa385

94
spring

C+


500

csa163

92
fall

A+


500

csa174

93
spring

A


500

csa274

93
fall

A


500

csa385

94
spring

A+


500

csa485

94
fall

A


600

csa163

94
fall

B


600

csa174

95
spring

B-


600

csa274

95
fall

B+

Mathematically, a relation is a subset of the Cartesian product of n domain sets corresponding to its attributes.

Example:

STUDENTS = { < 100, john, carlos, m, csa, bus, 2 >, < 200, kevin, douglas, m, csa, phy, 2 >, 

< 300, janette, black, f, csa, -, 1 >, < 400, kelly, kaufman, f, csa, mth, 3 > ,

< 500, jerry, tripp, m, csa, mth, 4 > , < 600, lisa, johnson, f, csa, -, 2 > }

Each element of a relation is a tuple.

The number of domain sets on which a relation is based is the degree of the relation.  A relation with one attribute is unary; with two attributes is binary; with three attributes is ternary, etc.  A relation with n columns is an n-ary relation.

It is easier to represent a relation as a two-dimensional table of a fixed number of columns, and a variable number of rows.  Each column of a relation is called a domain (or an attribute).  Each row is called a tuple.  

The number of columns in a relation is its degree.

The number of rows in a relation is its cardinality.

A relation with a single column is called a unary relation; with two columns, a binary relation; with n columns, an n-ary relation, or a relation of degree n.

In a relation:


Column order is significant;


Row order is immaterial;


All tuples must be distinct (no repetition);

All attributes are atomic (nondecomposable); (group items or repeating groups are not permitted.)


No component of a primary key may be null.

In a relational data base, all entity sets are represented as relations.

Example:  STUDENTS, COURSES

In a relational data base, all relationships between entity sets are represented as relations.

Example: COURSES_TAKEN

OPERATIONS ON RELATIONS

Purpose: To extract new relations given one or more relations.  Any relation is an answer to a specific query.

OPERATIONS:


1. Special relational operations:



PROJECTION



SELECTION



JOIN



DIVISION


2. Traditional set operations:



UNION



INTERSECTION



DIFFERENCE



EXTENDED CARTESIAN PRODUCT

1. PROJECTION
The projection operator yields a vertical subset of a given relation --- that subset obtained by selecting specified attributes, in a specified left-to-right order, and then eliminating duplicate tuples with the selected attributes.

Examples:

1) Query: Find all minors for all students.


MNORS ( STUDENTS [minor]


MINORS

minor


========


bus


phy


mth

2) Query: Find the first name, major, and minor values for all students.


SNEW ( STUDENTS [first_name, major, minor]


SNEW


first_name
major
minor


=====================


john

csa
bus


kevin

csa
phy


janette

csa
-


kelly

csa
mth


jerry

csa
mth


lisa

csa
-

2. SELECTION
The selection operator yields a horizontal subset of a given relation --- that subset of tuples within the given relation for which a specified predicate is satisfied.

Example:

Query: Get all students with a minor in mathematics.


MATH_MINORS ( STUDENTS [ minor = "mth" ]


MATH_MINORS


idno
first_name
last_name
sex
major
minor
stu-year


=================================================


400
kelly

kaufman
f
csa
mth
3


500
jerry

tripp

m
csa
mth
4

Both projection and selection are unary operators.

3. CARTESIAN PRODUCT
The Cartesian product of two relations, A and B,



C ( A x B

is a relation whose schema is the concatenation of the schemas of A and B.  The content of C is the set of tuples obtained by concatenating all tuples in A with all tuples in B.

Example: Consider the Cartesian product



R ( STU x ENR

where STU and ENR are given below:


STU




ENR


idno
sex
major
minor

student_no
course_no
grade


=======================
==========================


100
m
csa
bus

100

csa163

A-


200
m
csa
phy

100

csa174

A


300
f
csa
-

200

csa163

C+







200

csa174

B







300

csa163

A

The product is:


R


idno
sex
major
minor
student_no
course_no
grade


=======================================================


100
m
csa
bus
100

csa163

A-


200
m
csa
phy
100

csa163

A-


300
f
csa
-
100

csa163

A-


100
m
csa
bus
100

csa174

A


200
m
csa
phy
100

csa174

A


300
f
csa
-
100

csa174

A


100
m
csa
bus
200

csa163

C+


200
m
csa
phy
200

csa163

C+


300
f
csa
-
200

csa163

C+


100
m
csa
bus
200

csa174

B


200
m
csa
phy
200

csa174

B


300
f
csa
-
200

csa174

B


100
m
csa
bus
300

csa163

A


200
m
csa
phy
300

csa163

A


300
f
csa
-
300

csa163

A

4. JOIN
Let A and B be two relations with one compatible attribute (say X in A and Y in B,) such that both X and Y share the same domain.  The join of A and B over X (or Y) is a new relation containing:


all attributes of A followed by all attributes of B; and


all tuples of A and B such that A.X = B.Y.

JOIN is a binary operator.  Such a join is also called an EQUIJOIN.  We can define GREATER-THAN-JOIN, LESS-THAN-JOIN, etc.

If the column duplication is eliminated, then the join is called a NATURAL JOIN.

Example:

Query: Get a listing of student data and enrollment information for each student.


X ( STU [STU.idno = ENR.student_no] ENR


STU




ENR


idno
sex
major
minor

student_no
course_no
grade


=======================
==========================


100
m
csa
bus

100

csa163

A-


200
m
csa
phy

100

csa174

A


300
f
csa
-

200

csa163

C+







200

csa174

B







300

csa163

A

The join is:


X


idno
sex
major
minor
student_no
course_no
grade


=======================================================


100
m
csa
bus
100

csa163

A-


100
m
csa
bus
100

csa174

A


200
m
csa
phy
200

csa163

C+


200
m
csa
phy
200

csa174

B


300
f
csa
-
300

csa163

A

This is an equijoin.

A natural join example is:


X


idno
sex
major
minor
course_no
grade


===========================================


100
m
csa
bus
csa163

A-


100
m
csa
bus
csa174

A


200
m
csa
phy
csa163

C+


200
m
csa
phy
csa174

B


300
f
csa
-
csa163

A

5. UNION
Union produces a relation that is union compatible with the operands, containing all tuples that exist in one, or other or both of the relations.

6. INTERSECTION
Intersection produces a relation that is union compatible with the operands, containing all tuples that exist in both of the relations.

7. DIFFERENCE
Difference produces a relation that is union compatible with the operands, containing all tuples which exist in the first relation but not in the second relation.

These operators are binary, and both operands must be union compatible relations, i.e., both relations must be of the same degree, and the nth attribute of the first must be compatible with the nth attribute of the second, for all attributes.

Examples:

ATHLETICS DEPARTMENT DATA BASE:


BASKETBALL_PLAYERS

SOCCER_PLAYERS:


name
age
sex
major

name
age
sex
major


========================
========================


bob
22
m
mth

bob
22
m
mth


greg
23
m
csa

john
22
m
mth


john
22
m
mth

ellen
24
f
csa

mary
22
f
chm

tim
23
m
mth


ellen
24
f
csa

joan
21
f
chm







becky
23
f
oad

Query 1:  Get the names for students who are either basketball players or soccer players.

PLAYERS ( BASKETBALL_PLAYERS U SOCCER_PLAYERS


PLAYERS


name
age
sex
major


=====================


bob
22
m
mth


greg
23
m
csa

john
22
m
mth


mary
22
f
chm


ellen
24
f
csa

tim
23
m
mth


joan
21
f
chm


becky
23
f
oad

Now, project PLAYERS over name to get:


RESULT


name

====


bob


greg


john


mary


ellen


tim


joan


becky

Query 2: Get student data for students who are both basketball and soccer players.

PHYSICAL_TYPES ( BASKETBALL_PLAYERS  ∩  SOCCER_PLAYERS


PHYSICAL_TYPES:


name
age
sex
major


=====================


bob
22
m
mth


john
22
m
mth


ellen
24
f
csa
Query 3: Get student data for students who play basketball only.

ONLY_BASKET_PLAYERS ( BASKETBALL_PLAYERS – SOCCER_PLAYERS


ONLY_BASKET_PLAYERS


name
age
sex
major


=====================


greg
23
m
csa

mary
22
f
chm

8. DIVISION:

Let R(A) and S(B) be two relations such that the set of the attributes B of the relation S is a subset of the set of the attributes A of the relation R.  The division operation


T <-- R / S

produces a relation T that consists of all attributes of R that are not in S (i.e., A – B).  Tuples in T are defined over the attributes A – B that match the combination of every tuple in S.

Example: Get the student identification numbers for all students who have taken every course described in the relation COURSES.

Project COURSES over course_no: X (- COURSES [course_no]


X


course_no


========


csa163



csa174



csa274



csa385



csa485


Compute division: Y ( COURSES_TAKEN / X


Y


student_no
year
semester
grade


================================


500

92
fall

A+


500

93
spring

A


500

93
fall

A


500

94
spring

A+


500

94
fall

A

Compute projection: RESULT ( Y [student_no]


RESULT


student_no


========


500


RELATIONAL IDENTITIES

(1) A    B  =  A  -  ( A  -  B )

(2) A [ A.x = B.y ] B = ( A X B ) [ A.x = B.y ]

(3) A / B = A [ a - b ] - ((( A [ a - b ] ) X B ) - A ) [ a - b ]

In view of these identities, we conclude that


1. Intersection can be expressed in terms of difference.


2. Join can be expressed in terms of product and selection.


3. Division can be expressed in terms of projection, product, and difference.

Therefore, they are nonprimitive operations.

The primitives of the relational algebra are:


1. Projection


2. Selection


3. Product


4. Union


5. Difference

A relational query language is complete if it has the expressive power of the relational algebra (i.e., it has operations that correspond to projection, selection, product, union, and difference.)

EXAMPLES OF QUERY FORMULATION IN 

RELATIONAL ALGEBRA

SAMPLE DATABASE:


STUDENTS(idno, first_name, last_name, sex, major, minor, stu-year)


COURSES(course_no, course_name, hours, prerequisite)


COURSES_TAKEN(student_no, course_no, year, semester, grade)

1. Get the course codes for all courses listed in the relation COURSES.


RESULT ( COURSES[course_no]

2. Get the course codes for all courses attended by at least one student.


RESULT ( COURSES_TAKEN[course_no]

3. Get the student identification numbers for students who are sophomores or above, and minoring in mathematics.


TEMP ( STUDENTS [stu_year >= 2 and minor = "mth"]


RESULT ( TEMP [idno]

Or, using a nested expression:


RESULT ( (STUDENTS [stu_year >= 2 and minor = "mth"]) [idno]

4. Get the course names for courses taken by the student whose identification number is 100.


T1 ( COURSES_TAKEN[student_no = 100]


T2 ( T1 [T1.course_no = COURSES.course_no] COURSES


RESULT ( T2 [course_name]

Or, using nested expressions:

RESULT ( ((COURSES_TAKEN[student_no = 100]) [(COURSES_TAKEN[student_no = 100]).course_no = COURSES.course_no] COURSES) [course_name]

5. Get the student names for students who are enrolled in at least one course attended by the student whose identification number is 100.

T1 ( COURSES_TAKEN [ student_no = 100 ]

T2 ( T1 [ course_no ]

T3 ( COURSES_TAKEN [ COURSES_TAKEN.course_no = T2.course_no ] T2

T4 ( T3 [student_no]

T5 ( STUDENTS [ STUDENTS.idno = T4.student_no ] T4

RESULT ( T5 [first_name, last_name]

6. Get the student names for students who are not enrolled in CSA174.

T1 ( COURSES_TAKEN [ course_no = "CSA174" ]

T2 ( T1 [student_no]

T3 ( COURSES_TAKEN [ student_no ]

T4 ( T3 - T2

T5 ( T4 [ T4.student_no = STUDENTS.idno ] STUDENTS

RESULT ( T5 [first_name, last_name]

7. Get the student names and years for students who are enrolled in at least every course that is taken by the student whose identification number is 100.

T1 ( COURSES_TAKEN [ student_no = 100 ]

T2 ( T1 [ course_no ]

T3 ( COURSES_TAKEN / T2

T4 ( T3 [ T3.student_no = STUDENTS.idno ] STUDENTS

RESULT ( T4 [ first_name, last_name, stu_year ]
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