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NOTES ON DATABASE APPLICATION PROGRAMMING

AND EMBEDDED SQL (ESQL)
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A database application program is written using a procedural programming language, called the HOST LANGUAGE (e.g., Fortran, COBOL, C, C++, Java, assembly languages, etc) with an EMBEDDED DATABASE LANGUAGE (e.g., Embedded SQL) statements embedded in it.

Such a program goes through four stages:

1. Precompilation

2. Compilation

3. Binding

4. Execution

PRECOMPILATION:

· The database application program is precompiled by the PRECOMPILER.
· For each host language and database language combination, there is a separate precompiler.

· Usually, the precompiler is decoupled from the rest of the system, i.e., it is independent of the DBMS, and it works even if there is no DBMS available.

· The precompiler carries out the following functions:

1. Validate embedded SQL (ESQL) statements, and detect syntax errors

2. If no errors, produce a MODIFIED SOURCE MODULE, which is the original DB application program in the host language, with each ESQL statement removed and replaced by appropriate function calls to standard library functions.  (The modified source module is now completely in the host language, and is therefore compilable.)
3. If no errors, produce a DATABASE REQUEST MODULE (DBRM) for each ESQL statement in the original DB application program.  (Each DBRM contains the original ESQL statement and a QUERY PARSE TREE representation of the ESQL statement.  A QUERY PARSE TREE is a binary tree that expresses the EQSL statement in relational algebra.)
COMPILATION:
· The modified source module is compiled by the compiler, to produce an object module.
· The LINKAGE EDITOR (or LINKER) makes use of the DATABASE LANGUAGE INTERFACE to generate an executable LOAD MODULE.

· The load module is loaded into the main memory, and the program execution begins with the load module.

BINDING:
· Binding is done by the BIND, which is a part of the DBMS and is an optimizing compiler.

· The bind carries out the following functions for each ESQL statement:

1. Validates the ESQL statement (even if the precompiler has already done this)

2. Validates user authorization

3. Using the query optimizer (a part of the DBMS), optimizes the query parse tree corresponding to the ESQL statement in the DBRM
4. Chooses an optimal access path strategy for the ESQL statement

5. Generates an executable APPLICATION PLAN for the DBRM.  (Each application plan is a tightly-bound machine code, that is, each application plan is highly dependent on the optimizer’s choice of access strategy.)

EXECUTION:
1. The load module is loaded into the main memory, and it starts to execute.  When it encounters a call to a DB library function, it invokes the DB Language Interface.

2. The DB Language Interface interprets the function call, and passes the control to the RUNTIME SUPERVISOR.
3. The Runtime Supervisor accesses the DB catalog and fetches the corresponding Application Plan, and loads it into the memory.

4. The Application Plan starts to execute, and for file management functions, passes the program control to the FILE MANAGEMENT SYSTEM.

5. The File Management System accesses the database and retrieves data, and returns the program control to the Load Module.
6. This cycle is repeated until the entire Load Module completes its execution, and the results are presented to the user.

GENERAL NOTES:

· Older database languages have been interpretive languages.

· Modern relational DBMSs are compiling systems.

· Compiling is more advantageous from the point of view of runtime performance.

· A disadvantage of compiling database systems is that possibly decisions made by the Bind at compile-time may no longer be valid at runtime.

· When a database update is performed on a database, or when a relation’s file structure is changed, the DBMS examines all application plans in the system catalog, and marks those application plans, which have been affected by DB updates, as “invalid”.

· At the execution time, when the Runtime Supervisor retrieves an invalid plan, it invokes the Bind to produce a new plan to replace the old one.  The entire rebind process (or automatic bind) is transparent to the user.  This strategy provides in relational systems a high degree of physical data independence, i.e., the application programs are not dependent on the way the database is organized.

EMBEDDED SQL PROGRAMMING

· Any interactive SQL statement, with minor syntactical differences, can be used as an ESQL statement.
· All ESQL statements are prefixed by the clause EXEC SQL, and terminated by a semi-colon in C-family host languages.  In COBOL, the terminating clause is END-EXEC.

· An ESQL statement can include references to HOST VARIABLES.  Host variables should be prefixed by a colon each to distinguish them from database variables.

Example:

exec sql


select name, major


into :stu_name, :stu_major


from students


where sidno = :stu_idno;

· The INTO clause in an ESQL select statement defines an input area for the select statement.
· All host variables must be declared in the application program in the EXEC SQL DECLARE SECTION.

Example:

exec sql begin declare section;

int stu_idno;


char stu_name[21];


char stu_major[5];

exec sql end declare section;

· Host variables must be data-type compatible with the corresponding database variables.

· Host variables can have the same name as the corresponding database variables.

· After an ESQL statement has been executed, feedback information is returned to the program in an area called the SQL COMMUNICATION AREA (SQLCA).  One element of the SQLCA is a numeric status indicator, called SQLCODE.

· If SQLCODE = 0, this means that the statement has been executed properly.

· If SQLCODE > 0, this means that the ESQL statement did execute, but this constitutes a warning that some exceptional condition has occurred.

· If SQLCODE < 0, this means that an error has occurred, and the statement did not execute successfully.

· The statement

exec sql include sqlca;

· includes the SQLCA in the program.  Now, the program may access the variables in the SQLCA.
· Values of the variable SQLCODE, created an maintained by the DBMS and accessible only if the application program contains the statement exec sql include sqlcode, is vendor-specific and non-standard.

· One important value of SQLCODE is 100, which is equivalent to “end-of-file”, implying that the end of the retrieved relation has been reached.  This value of SQLCODE can be used in input data control.

· Any ESQL statement that deals with only one tuple at a time does not require the use of “cursors”.  These statements are:

1. Singleton “select”, a select statement that returns a single value.  (See the example select statement on page 4 of this document.)

2. An insert, delete, or update statement that deals with a single record.

· All other ESQL statements require cursor processing.

DEALING WITH MULTIPLE TUPLES IN ESQL (CURSOR PROCESSING)
· Most of the time, an ESQL select statement produces a relation of multiple tuples.  On the other hand, conventional host languages cannot handle more than one tuple at a time.
· A CURSOR is a pointer that provides a bridge between the set-at-a-time level of SQL and the record-at-a-time level of the host language.

· A cursor points to a record at a time and can be used to address a record in a set.

· EXEC SQL DECLARE CURSOR declares a cursor for a query.  This statement is a non-executable statement.  A DB application program may include any number of DECLARE CURSOR declarations, one for each ESQL select statement that returns a set of tuples.  Example:

exec sql


declare stu_cursor cursor for



select sidno, name



from students



where major = :stu_major



order by sidno;

· EXEC SQL OPEN statement opens the cursor and executes the select embedded in the cursor declaration.
· EXEC SQL FETCH statement advances the cursor to the next tuple in the relation computed by the select statement embedded in the cursor declaration, and then assigns values from that tuple to the host variables.  This statement is normally included in a loop.

· EXEC SQL CLOSE statement deactivates the cursor.  Example:

..................
..................
exec sql open stu_cursor;

exec sql fetch stu_cursor
into :stu_idno, :stu_name;

while (sqlcode != 100) {


// process the retrieved tuple.


exec sql fetch stu_cursor

into :stu_idno, :stu_name;

}

exec sql close stu_cursor;

..................
..................
See examples of DB application programs with ESQL on pages 1306 and 1308 of your textbook.
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